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Visual Generation is Advancing Rapidly

What we can do visually (today)?

Photorealistic 3D objects and scenes
Novel-view synthesis

Real-time view updates

Semantics & lighting cues

3DGS, Kerbl et al, SIGGRAPH 2023
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Today’s Talk

Audio-Visual Objects




Impact Sound Modeling
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Multisensory Object Modeling: Audio

Mode shapes

“\

&S H ¢ ¢+6,)+

Linear model analysis (established theory)
Mu 4+ Du 4+ Ku = f(t)
t t t

\
/

Frequency response

W w,

:

:

*

:
Magnitude

2 o ST 09099 ;i O, ,:;j\;f ogs Lo ¢ :
. . = 09 [ od00 1000 + ITTITTY A
Rayleigh damping: ¢ st f s 4 oo g
—_— | ; /_/;_‘; 000099 gﬁ ,A L9009 “: , f 0009 ; /
D a I\/l /B K d,u:g“ ykszuyx &I J° Freq uency

00000000 @

Many DOF mass-spring system



Multisensory Object Modeling: Audio
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Differentiable Impact Sound Modeling
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ObjectFolder: A Dataset of Multisensory Neural Objects
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ObjectFolder Audio Example: YCB Mug

Material type: Steel

Scale: 0.082 m

[Gao et al. CoRL 2021][Gao*, Si*, Chang*, et al. CVPR



ObjectFolder Audio Example: Porcelain Pitcher

Material type: Ceramic

Scale: 0.27/8 m

[Gao et al. CoRL 2021][Gao*, Si*, Chang*, et al. CVPR



Simulation vs. Real

Simulation:

Frequency

Time

Real recording:

Frequency




Acoustic Data in ObjectFolder Real
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[Gao*, Dou*, Li*, et al. CVPR 2023]



Prior Work on Object Impact Sound Modeling

Physics-based methods
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« Computationally expensive

« Sensitive to errors in geometry and
material parameters

Data-driven methods
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[Su et al., CVPR 2023]

» Requires large-scale training data
» Limited physical interpretability



Our Key Observations

Visual and geometrical priors help impact sound prediction

[Shao*, Wei*, Jin, Gao, ECCV 2026]



Visually similar object regions exhibit similar vibration patterns!

[Shao*, Wei*, Jin, Gao, ECCV 2026]



Visual Cues Inform Impact Sound Prediction

Predict!

Predict!

[Shao*, Wei*, Jin, Gao, ECCV 2026]



Our Key Observations

Physics-based modal sound representation that is data-efficient

[Shao*, Wei*, Jin, Gao, ECCV 2026]



Physics-based Modal Sound Representation

Audio-Visual Priors Vibration Modes

Mode 1
Predict!

Mode 2

Mode N

[Shao*, Wei*, Jin, Gao, ECCV 2026]



Audio-Visual Modal Sound Field Framework

$ Visual
: : Feature Field
Visual Processing 3D Recon

[Shao*, Wei*, Jin, Gao, ECCV 2026]



Audio-Visual Modal Sound Field Framework
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Audio-Visual Modal Sound Field Framework
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Qualitative Results on Impact Sound Rendering

Impact Groundtruth DiffSound SonicGauss  Ours Impact Groundtruth DiffSound SonicGauss  Ours

4= = 3=

DiffSound: Jin et al. SIGGRAPH'24
SonicGauss: Wang et al., ACMMM'25 [Shao*, Wei*, Jin, Gao, ECCV 2026]




Impact Sound Rendering at Novel Positions

Wood

trained on ~6 shots [Shao*, Wei*, Jin, Gao, ECCV 2026]



Quantitative Results on Impact Sound Rendering

ObjectFolder Real: Gao et al. CVPR'23
Reallmpact: Clarke et al. CVPR'23

OBJECTFOLDER REAL ‘ REALIMPACT
Method L1 L1 Log ENV CDPAM L1 L1 Log ENV CDPAM

WHITE NOISE 3.774 6.859 0.305 1.35e-3 3.789 7.258 0.308 1.23e-3
RAaNDOM ImpPAcT 0.035 1.367 0.019 2.47e-4 0.039 1.582 0.022 2.71e-4
KNN 0.014 0.930 0.014 1.53e-4 0.026 1.036 0.017 2.25¢-4
DirFrFSoOuUND [19] 0.031 1.298 0.030 2.53e-4 0.029 1.533 0.024 2.39¢-4
SonicGAuUss [42] 0.033 1.281 0.018 2.0le-4 0.039 1.580 0.025 2.43e-4
Ours 0.013 0.951 0.014 1.35e-4 0.021 0.996 0.017 2.16e-4

Best impact sound prediction results compared to
DiffSound: Jin et al. SIGGRAPH24 : :
SonicGauss: Wang et al., ACMMM 25 both physics-based and data driven methods.



Applications of Object Impact Sound Synthesis
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[Shao*, Wei*, Jin, Gao, ECCV 2026]



Contact Localization with Impact Sound

[Shao*, Wei*, Jin, Gao, ECCV 2026]



Physically Grounded Object Sound Editing
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[Shao*, Wei*, Jin, Gao, ECCV 2026]



Today’s Talk

| Audio-Visual Spaces




Human Perception of Spatial Audio
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Room Impulse Response (RIR)

Direct sound

>

Early reflections

/ Late reverberations

e

amplitude

>
time
Once you have the RIR, you can convolute with any dry sound to produce spatial audio!




Differentiable Room Impulse Response Modeling

[Wang*, Sawata*, et al. CVPR 2024]



Differentiable Room Impulse Response Modeling

[Wang™*, Sawata*, et al. CVPR 2024]



Prior Work on RIR Prediction

Differentiable Physics-based Rendering

Need densely measured
ground-truth RIRs
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High degree-of-freedom,
ill-posed inverse problem




Our Key Observations

erong Jin

Differentiable Beam Tracing for efficient rendering

Multi-view vision priors for acoustic property learning

[Jin & Gao, ICCV 2025 (Oral)]



Differentiable Beam Tracing

Unidirectional Ray Tracing Beam Tracing

0//\

listener

speaker speaker

— many rays needed to find paths

the same event is registered twice with different path length

[Jin & Gao, ICCV 2025 (Oral)]



Visual Cues Inform Differentiable Acoustic Learning
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Multi-view Observations [Jin & Gao, ICCV 2025 (Oral)]



Audio-Visual Differentiable Acoustic Rendering

Visual Processing
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[Jin & Gao, ICCV 2025 (Oral)]



Demo Results

Source & Listener Locationg
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[Jin & Gao, ICCV 2025 (Oral)]






Audio-Visual Differentiable Acoustic Rendering
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AV-DAR: Visual Processing
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[Jin & Gao, ICCV 2025 (Oral)]
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AV-DAR: Audio Processing

Multi-View Image Feature ﬁ
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Audio-Visual Differentiable Acoustic Rendering
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Demo 2

Source 1:
violins & flute

[Jin & Gao, ICCV 2025 (Oral)]



Quantitative Comparisons

RAF: Chen et al. CVPR’24
HAA: Wang et al. CVPR'24

RAF-Empty RAF-Furnished

Method  Scale | 4. ©50 EDT T60 Loudness C50 EDT  T60
- dB), (@B)] (ms)] ()] (@B)] (@B)|l @ms)| (%) .

Method NAF-++ 1% 6.05 210 945 239 661 210 749  23.0

INRAS+ 1% 3.69 259 1003 235 2.96 261 926 250 ' T60

AV-NeRF 1% 3.16 252 964 21.8 2.92 264 967 245 + (B
NAF++ AVR 1% 3.00 219 873 241 2.97 233 723 179 ; 214
INRASJ: Ours 0.1% 3.14 181 866 169 2.45 198 801 152 7.4
AV-NeRF 575 T% 7350 T4 562 107 158 T29 474 906l 9.5
AVR _ _ _ _ St — _ : 7.0
DiffRIR 224 242 397 175 223 185 187 156 449 132 313 68
Ours 099 102 243 098 144 108 111 145 319 08 115 623

Best RIR prediction result across six real-world environments

[Wang et al. CVPR'24, Luo et al., NeurlPS'22, Su et al., NeurlPS'22,
Liang et al., NeurlPS'23, Lan et al., NeurlPS'24] [Jin & Gao, ICCV 2025 (Oral)]



Visualizing the Learned Reflection Responses

* Encoding the

* high-frequency response with red,
* low-frequency response with blue:
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[Jin & Gao, ICCV 2025 (Oral)]



Visualizing the Learned Reflection Responses

Reflection Response of Different Surfaces (Vision Helps!)

Reflection Response Values (Amplitude v.s. Frequency)
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Demo: https://humathe.github.io/avdar/idemo.html

[Jin & Gao, ICCV 2025 (Oral)]


https://humathe.github.io/avdar/idemo.html

Hearing Anywhere in Any Environment

Training environments Inference anywhere in a new environment

Geometric
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Source Locations
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> A few reference RIRs in the room
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features

A model trained on large number of rooms with diverse geometry and
materials can accurately predict RIRs anywhere in a new environment.

[Liu et al. CVPR 2025]



| ﬂ spatial audio
[~ _ @ novel view image

Explorable
SonoWo rld 3D Audio-Visual Scene

* Input: One RGB image
« Output: 3D Audio-Visual Scene:

* A navigable 3D visual scene
« A spatial sound field that is semantically and geometrically aligned with the visual content
[Jin*, Chen™, Lin, Gao, CVPR 2026]



Demo Results

[Jin*, Chen™, Lin, Gao, CVPR 2026]






Ruohan Gao

Summary rhgao@umd.edu

Audio-Visual Objects Audio-Visual Space

Poster session:
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Poster #16

1. Objects as Audio-Visual Modal Sound Field. Shao*, Wei*, et al. ECCV 2026.
2. Differentiable Room Acoustic Rendering with Multi-View Vision Priors. Jin and Gao. ICCV 2025 (Oral).
3. SonoWorld: From One Image to a 3D Audio-Visual Scene. Jin*, Chen*, et al. CVPR 2026.
4. ObjectFolder 2.0: A Multisensory Object Dataset for Sim2Real Transfer. CVPR 2022.
5. Hearing Anything Anywhere. Wang®, Sawata*, et al. CVPR 2024.
6. Hearing Anywhere in Any Environment. Liu et al. CVPR 2025.
https://ruohangao.github.io/
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